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Background
Recognizing speech is an extraordinarily complex task, but humans do it every day with
remarkable ease and efficiency. Consider a situation in which you are engaged in a conversation in a noisy
environment. You listen intently, look at the talker’s mouth, and utilize contextual cues to help you
understand what is being said. Odds are you can successfully comprehend the vast majority of the
conversation, despite the background noise and simultaneous distracting speech. Now consider what
would happen if you held Siri near one of your ears and had her attempt to perform the same task that you
just completed with high accuracy. She probably wouldn’t do so well, and might instead say something
sassy to detract from the fact that she’s not as good at speech perception as humans. The broad goal of the
work we do in the Perception Lab is to chip away at the puzzle of how humans are so good at something
that should be so incredibly difficult.
The knowledge you’ll acquire during your time in the lab will of course come in handy if you go
on to do research in graduate school, but the skills you develop aren’t domain specific. Indeed, this is a
highly collaborative lab in which you’ll learn to read, write, and think with others, but you’ll also have the
opportunity to take projects into your own hands and work independently, if that’s what you want. And, as
an added bonus, you’ll get to learn about a really cool area of research (arguably the coolest...but I’m
biased) along the way. The topic of the lab is inherently interdisciplinary—speech perception research
draws heavily on psychology, linguistics, cognitive science, mathematics, and computer science, among
other fields. Past lab members have therefore majored in each of these areas, as well as music, dance,
studio art, art history, and classics, so this lab is a great fit for students who have experience in any area
and are excited about learning. You’ll also gain domain general knowledge about conducting and
evaluating scientific research!
Speaking of getting excited about learning, in the next section I’m going to tell you about what
makes speech perception so cool. I already mentioned that it’s much harder for computers than humans to
do accomplish this task, but why should it be so hard?
What Makes Speech So Hard?
A conservative estimate for the size of the average adult’s mental dictionary—or mental
lexicon—is 60,000+ words (Aitchison, 2003; Amano & Kondo, 1998). Words are certainly the only thing
we know 60,000 of; experts in other domains aren’t able to distinguish between 60,000 different items in
their field of expertise, yet almost all humans have massive mental lexicons. When a talker produces a
word, you have to search your mental lexicon and match the incoming sound to a representation of a word
stored in memory. Despite the huge size of the lexicon, humans are able to rapidly parse continuous
speech, usually without stumbling over individual words. This is a particularly impressive feat given that
most words sound quite similar to multiple other words. For example, the words “bear” and “bat”
each have approximately 43 neighbors, meaning that they differ from 43 other words by the addition,
deletion, or substitution of a single phoneme (speech sound; Strand, 2014). Not only do words sound
similar to one another, but the individual phonemes that make up those words are also remarkably
similar in their acoustic characteristics. For example, the most notable difference between the phonemes
/b/ and /p/ is a delay of approximately 75 milliseconds in the amount of time it takes for the vocal cords to
vibrate (e.g., Green & Kuhl, 1989).
As if the task of spoken word recognition isn’t difficult enough with the huge mental lexicon and
high degree of similar between words and phonemes, the acoustic signal is widely variable across
talkers. Using your “mind’s ear”, imagine how Emma Watson, a British actress, and Morgan Freeman, an
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American actor, would say the phrase “We pronounce phonemes differently.” Although the raw acoustic
input coming from these two speakers differs dramatically, fluent English speakers can easily recognize
that the two speakers are saying the same sentence. Talkers differ on pitch, accent or dialect, the types of
words they tend to use, the rate at which they speak, their intonation, and many other characteristics. We
can even recognize speech from someone we’ve never heard before, and can usually do so with little to no
difficulty.
Another challenge we regularly face when we are attempting to recognize spoken language is that
unlike in written language, there are no pauses between words in continuous speech. Figure 1 shows an
acoustic waveform—in which time is on the xaxis and amplitude (loudness) is on the yaxis—of Julia
saying the phrase “We don’t pause between words when we speak.” Notice that pauses are as likely to
come within words as they are between words, yet we tend to perceive speech as a stream of individual
words. You can feel this intuitively when you are learning a new language. At first, understanding a fluent
speaker of a foreign language seems like a daunting task, as it is seemingly impossible to pull individual
words out of the continuous input. However, as you become more familiar with the language, words begin
to pop out of the continuous speech stream, and eventually you come to recognize the input as a stream of
words, despite the lack of pauses between words.

Figure 1. Acoustic waveform of Julia saying “We don’t pause between words when we speak.”
Yet another feature of spoken word recognition that contributes to its complexity is that the
preceding challenges are all faced in the presence of background noise. Speech recognition rarely occurs
in pristine listening conditions; even in relatively quiet rooms, the hum of a ventilation system may
interfere with speech recognition. However, most listening conditions have much higher levels of
background noise than a ventilation system, and simultaneous conversations can draw the listener’s
attention away from the intended speech stream and further impair intelligibility. Imagine trying to read
two paragraphs written on top of one another—this is a visual analogue of the difficult perceptual task
that our auditory systems face in everyday conversations. Finally, each of these challenges are overcome
at a remarkable rate, and the input fades almost immediately. Speech is typically produced at a rate of
approximately 200 words a minute (that’s about 10 phonemes a second!), and unlike with written text,
you can’t look back at what came previously.
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These challenges are just a subset of those all language users—from babies to centenarians—face
every day. So, the overarching goal of our research is to help answer the question: How can we be so
good at a task that should be so difficult?
In the following sections, I’ll talk about some of the main areas of research in speech perception.
At the end of each of these subsections, if the Perception Lab (or Julia prePerception Lab) has published
or unpublished research in that area, I’ll focus briefly on each of those studies to give you a sense of how
the lab has contributed to that subset of the field. Let’s jump right into it!
The Lexical Network
A common assumption of models of spoken word recognition is that as a word unfolds, similar
sounding words are activated in the mental lexicon and compete for recognition (for an overview of
models of spoken word recognition, see Luce, Goldinger, Auer, & Vitevitch, 2000; Luce & Pisoni, 1998;
McClelland & Elman, 1986; Norris, 1994). As a result, words that sound like many other words are
recognized less accurately and more slowly than words with few “neighbors” (Luce & Pisoni, 1998). For
example, the word “sit” activates many similar sounding words, like “sip,” “mit,” and “set,” so this word
is more difficult to recognize than a word like “judge,” which has many fewer neighbors (see Van Engen,
2017 for information on how lexical competition is influenced by speech clarity).
Another feature of words that affects their intelligibility is the frequency with which they occur in
the language—high frequency words are recognized more quickly and accurately than those that are
rarely encountered (Luce & Pisoni, 1998). But, as discussed in the previous section, spoken word
recognition is a complicated process, and frequency and neighborhood density simultaneously influence
spoken word recognition. Indeed, some words with many neighbors occur very frequently, but others are
rarely encountered (though frequency and neighborhood density tend to be positively correlated, meaning
that high frequency words tend to reside in dense neighborhoods; Frauenfelder, Baayen, & Hellwig, 1993;
Landauer & Streeter, 1973; Vitevitch & Rodríguez, 2004). In an attempt to quantify spoken word
recognition, taking into account the simultaneous influences of neighborhood density and frequency, Luce
and Pisoni (1998) developed the Neighborhood Activation Model (NAM). According to this influential
model, words with many neighbors are more difficult to recognize than those with few neighbors, but a
neighbor that occurs infrequently in the language exerts a weaker influence on recognition of the target
word than a high frequency neighbor.
The Perception Lab's research
I mentioned above that words with few neighbors are recognized more quickly and accurately
than those with many neighbors, but how do we define what constitutes a neighbor? One commonly used
method of determining what counts as a neighbor is any word that shares an onset with the target word.
These types of neighbors are usually referred to as “cohort competitors,” referring to another influential
model of spoken word recognition called the Cohort model (MarslenWilson, 1987; MarslenWilson &
Tyler, 1980; MarslenWilson & Welsh, 1978). Cohort competitors tend to receive more activation than
rhyme competitors; for example, one study demonstrated that given the target word “beaker,” the cohort
competitor “beetle” is activated to a greater extent than the rhyme competitor “speaker,” which in turn
receives more activation than the phonologically unrelated distractor “carriage” (Allopenna, Magnuson, &
Tanenhaus, 1998). Three other influential models of spoken word recognition are TRACE (McClelland &
Elman, 1986), Shortlist (Norris, 1994), and PARSYN (Luce et al., 2000). I’m not going to go into any
more detail on models of spoken word recognition, but if you’re interested, Jim Magnuson and his
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colleagues have a book chapter on computational models of spoken word recognition that is definitely
worth reading (Magnuson et al. 2012; see also Weber and Scharenborg 2012).
In addition to the cohort method, another commonly used method of defining what counts as a
neighbor is to determine all words that differ from the target word by the deletion, addition, or
substitution (DAS) of a single phoneme (Luce & Pisoni, 1998). For example, according to this method,
neighbors of the word cat include at (a deletion), cast (an addition), and cap (a substitution), but not
catalogue. Strand and LibenNowell (or as you may know them, Julia and DLN; 2016) improved upon
these methods by showing that longdistance competitors (like catalogue in this example) influence
spoken word recognition, and this longdistance competition can be evaluated using HiddenMarkov
Models. Their results suggest that a larger subset of the lexicon is activated during spoken word
recognition than is typically assumed.
A limitation of the DAS method is that words are categorized as being “neighbors” or “not
neighbors,” of a target, thereby losing information about the extent to which they are perceptually similar
to the target. For example, “cat” and “cap” are probably more likely to be mistaken for each other than
“cat” and “can” because they share more phonological features. Another method of quantifying lexical
competition is to measure the extent to which the segments of two words are perceptually similar. Luce &
Pisoni (1998) presented individual phonemes to participants and calculated the extent to which every
phoneme is confusable with every other phoneme, resulting in phoneme confusability matrices. Though
certainly an extremely valuable step in determining how to quantifying lexical competition, this method
can result in biases and asymmetries (e.g., someone may respond with “m” at disproportionately high
rates for reasons unrelated to the input, perhaps because their name begins with “m”), among other issues.
Julia altered the standard method of quantifying lexical competition by utilizing the phisquared statistic
(Iverson, Bernstein, & Auer, 1998), which overcomes the limitations of previous measure, quantifies
competition continuously, and takes into account distant competitors (Feld & Sommers, 2011; Strand,
2014). This study also used the phisquared statistic to demonstrate that a common spoken word
recognition mechanism exists in the auditory and visual modalities (see also Auer, 2002; Mattys,
Bernstein, & Auer, 2002; TyeMurray, Sommers, & Spehar, 2007b). Using this method provided a better
fit to recognition data than the original NAM metric.
Another contribution the Perception Lab hopes to make concerning the lexical network is to
generate the largest dataset of word recognition accuracies and response latencies ever collected. This
massive undertaking would involve eight labs across the country—the Perception Lab, along with the labs
of Kristin Van Engen (Washington University in St. Louis), Jim Magnuson (University of Connecticut),
Sarah Creel (University of California, San Diego), Chad Rogers (Union College), Dan Mirman
(University of Alabama at Birmingham), Joe Toscano (Villanova University), and Mark Pitt (The Ohio
State University)—and would result in a dataset of more than 30,000 English words that will be made
publicly available for other researchers to use (see Balota et al., 2007 for an example of another
megastudy, known as the English Lexicon Project, which contains data on orthographic words).
Audiovisual Speech Perception
People typically think of speech perception as an auditory process, but there is a wealth of
information that we can extract from the visual speech signal—that is, from the talker’s moving face.
Although lipreading accuracy tends to be poor overall (e.g., Strand et al., 2014), speech recognition is
substantially improved when you can see as well as hear the talker relative to hearing alone (known as
“visual enhancement”; Erber, 1969; Sumby & Pollack, 1954; Van Engen et al., 2014).
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Lipreading
One of the key findings in the lipreading literature is that words that are visually similar to many
other words (i.e., those that reside in dense visual neighborhoods) are lipread less accurately than those
that look like few other words (Auer, 2002; Strand & Sommers, 2011), but the number of
similarsounding words in the auditory modality is unrelated to visualonly word recognition (and vice
versa; Strand & Sommers, 2011). In other words, the same principles that apply to auditoryonly word
recognition (i.e., words with fewer neighbors tend to be recognized more accurately) also apply to
visualonly word recognition, suggesting that there exists a common speech recognition system across
modalities. It is also the case that words with larger audiovisual neighborhoods—those that sound and
look similar to many other words, irrespective of auditory neighborhood size—are more difficult to
recognize than those with smaller audiovisual neighborhoods (TyeMurray et al., 2007).
You might think that people with hearing impairment would be better lipreaders than those with
normal hearing because they have more experience relying on the visual modality, but this is only true for
individuals with earlyonset hearing impairment—that is, those who have had extensive experience
recognizing speech in the visual modality alone from a young age (Auer & Bernstein, 2007; Bernstein,
Demorest, & Tucker, 2000). In fact, older adults, who have worse hearing than younger adults and may
therefore be expected have superior lipreading ability, are actually worse lipreaders than young adults
(Sommers et al., 2005; TyeMurray et al., 2016). Feld and Sommers (2009) showed that lipreading ability
is related to spatial working memory capacity and processing speed, and given that older adults tend to
show cognitive decline, this may explain their diminished ability to recognize visualonly speech.
Here’s a final fun fact about lipreading: even though people rarely see themselves speak, you tend
to be better at lipreading yourself than others (TyeMurray et al., 2013; 2015). It’s been speculated that
this is because perceiving auditory and/or visual speech activates the same motor representations that are
recruited during speech production, so lipreading yourself activates these motor representations to a
greater extent than lipreading others. If you want to read more about the history of the motor theory of
speech perception (Liberman, Cooper, Shankweiler, & StuddertKennedy, 1967; Liberman & Mattingly,
1985), see Galantucci, Fowler, and Turvey (2006). For a convincing alternative account, see Scott,
McGettigan, and Eisner (2009).
Congruent audiovisual speech
Even though you don’t consciously lipread in everyday listening situations, your ability to
recognize speech in noise is substantially improved when you can see the talker (Erber, 1969; Smayda,
Van Engen, Maddox, & Chandrasekaran, 2016; Sumby & Pollack, 1954; Van Engen, Phelps, Smiljanic, &
Chandrasekaran, 2014). This robust effect is often referred to as “visual enhancement” or “visual benefit.”
Interestingly, audiovisual speech recognition is superadditive, meaning that individuals tend to recognize
a higher proportion of audiovisual words than the sum of the proportion of words correctly recognized in
each of the unimodal conditions (Sommers, TyeMurray, & Spehar, 2005; TyeMurray, Spehar, Myerson,
Hale, & Sommers, 2016). This is because the auditory and visual speech signals are complementary
(Grant & Walden, 1996; Grant, Walden, & Seitz, 1998); that is, information that is difficult to extract from
a noisy acoustic signal tends to be easier to lipread (place of articulation), and information that is difficult
to lipread tends to be robust to high levels of acoustic noise (voicing and manner of articulation). For
example, “ma” and “na” are quite difficult to distinguish in high levels of background noise, but are
relatively easy to distinguish when you can see the talker.
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However, it turns out that even highly degraded visual stimuli that cannot be lipread benefit
speech recognition (and speech detection; see Bernstein, Auer, & Takayanagi, 2004; TyeMurray, Spehar,
Myerson, Sommers, & Hale, 2011) in noise. One really neat demonstration of this comes from research
using pointlight displays. This technique involves placing glowing dots on a talker’s articulators (lips,
teeth, tongue, cheeks, and jaw) and recording them producing speech in the dark. The light is extracted
and the resulting displays are shown to participants along with congruent (Rosenblum, Johnson, &
Saldaña, 1996) or incongruent (Rosenblum & Saldaña, 1996) auditory speech. When the pointlight
display is congruent with the auditory speech, recognition is improved; when the display is incongruent
with the auditory speech, participants experience the McGurk effect (see below for more on the McGurk
effect).
Similar results have been shown for visual stimuli that are extremely blurry and difficult to
lipread. In a study examining audiovisual speech perception across the adult lifespan, TyeMurray and her
colleagues (2016) showed that young and older adults do not differ in the extent to which they benefit
from the visual signal, even for visual stimuli with a high level of Gaussian blur (see Jordan & Sergeant,
2000, 1998; Munhall, Kroos, Jozan, & VatikiotisBateson, 2004; Thomas & Jordan, 2002 for other
examples of visual influence in the absence of fine phonetic detail). In fact, the lack of relationship
between age (and even hearing status; TyeMurray, Sommers, & Spehar, 2007a) and visual enhancement
(see also TyeMurray, Sommers, Spehar, Myerson, & Hale, 2010) is one of several observations that led
this research team to conclude that audiovisual integration is not a distinct ability in which people differ
(in contrast to working memory capacity, for example). I won’t get too much into this now, but the
mechanism underlying audiovisual integration—or lack thereof—is a hot topic in the audiovisual speech
perception literature. If you want to know more about this, Peelle and Sommers (2015) provide an
excellent review of the various models of audiovisual integration (see also Blamey, Cowan, Alcantara,
Whitford, & Clark, 1989; Braida, 1991; Grant et al., 1998; Oden & Massaro, 1978).
The McGurk effect
When individuals are presented with discrepant auditory and visual syllables (e.g., hearing “ba”
and seeing “ga”), they often perceive a syllable that was not present in either modality (e.g., “da”), a
phenomenon known as the McGurk effect (see Alsius, Paré, & Munhall, 2017 for a recent review;
McGurk & MacDonald, 1976). These sorts of responses are typically referred to as “fusion” responses
because they contain features from both the auditory and visual modalities (e.g., “da” combines the
voicing of the auditory “ba” with the place of articulation of the visual “ga”). The McGurk effect is an
extremely robust illusion—it occurs even when the voice and face are different genders (Green, Kuhl,
Meltzoff, & Stevens, 1991), when the auditory and visual signals are asynchronous (Munhall, Gribble,
Sacco, & Ward, 1996; SotoFaraco & Alsius, 2009), when the listener is explicitly made aware of the
illusion (Summerfield & McGrath, 1984), when the listener is asked to report only what they heard
(Summerfield & McGrath, 1984), when the face is inverted or moderately blurred (Thomas & Jordan,
2002), when the visual signal is made up of moving dots rather than a talking face (Rosenblum &
Saldaña, 1996), and when words are used rather than syllables (Dekle, Fowler, & Funnell, 1992; Ostrand,
Blumstein, Ferreira, & Morgan, 2016; Windmann, 2004). This is not to say that the McGurk effect is
completely unaffected by external factors—closedset tasks typically lead to higher fusion rates than
openset tasks (Basu Mallick, Magnotti, & Beauchamp, 2015; Colin, Radeau, & Deltenre, 2005), and
divided attention (Alsius, Navarra, Campbell, & SotoFaraco, 2005; Alsius, Navarra, & SotoFaraco,
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2007; Tiippana, Andersen, & Sams, 2004) and preexposure to incongruent audiovisual input (Nahorna,
Berthommier, & Schwartz, 2012, 2015) tend to reduce McGurk fusion rates.
Although the illusion is quite robust, there exists extreme individual variability in susceptibility to
the McGurk effect. Susceptibility across individuals varies from 0% to 100% (Basu Mallick et al., 2015;
Brown et al., 2018; Magnotti, Basu Mallick, & Beauchamp, 2018; Magnotti et al., 2015), and stimuli and
even specific tokens vary widely in the extent to which they elicit the McGurk effect (Basu Mallick et al.,
2015). It is also important to note, however, that responses to McGurk stimuli are not necessarily as
clearcut as “fusion” or “nonfusion”—even when people report the auditory syllable rather than a fusion,
their responses are still influenced by the visual signal (Brancazio & Miller, 2005; Gentilucci & Cattaneo,
2005). Conversely, when participants report perceiving a McGurk fusion, these McGurk percepts are
typically poor exemplars for phoneme categories (Brancazio, 2004; Massaro & Ferguson, 1993;
Rosenblum & Saldaña, 1992).
Perhaps as a result of its variability across individuals and stability within individuals (indeed,
testretest reliability is quite high; Basu Mallick et al., 2015; Strand, Cooperman, Rowe, & Simenstad,
2014), susceptibility to the McGurk effect is frequently used as a measure of audiovisual integration, with
the idea being that individuals who are more susceptible to the McGurk effect integrate auditory and
visual speech information more readily than those who are less susceptible to the effect (e.g., see Alsius et
al., 2005; Colin et al., 2002; Tiippana et al., 2004). However, it appears that McGurk susceptibility is not
correlated with the extent to which listeners benefit from audiovisual relative to audioonly speech (Van
Engen, Xie, & Chandrasekaran, 2017), and distinct brain regions are recruited to process congruent and
incongruent (i.e., McGurk) audiovisual speech (Beauchamp, Nath, & Pasalar, 2010; Calvert, Campbell, &
Brammer, 2000; Erickson et al., 2014; Morís Fernández, Macaluso, & SotoFaraco, 2017), suggesting that
it is not a valid measure of audiovisual integration as it occurs in normal listening conditions (see also
Brown & Strand, 2019).
The Perception Lab's research
Despite its widespread use in the audiovisual speech perception literature, the roots of individual
differences in McGurk susceptibility remain elusive. In one of the few studies in the published literature
assessing correlates of McGurk susceptibility, Strand et al. (2014) showed that individuals who are better
able to extract place of articulation information from the visual signal (i.e., a more sensitive measure of
lipreading ability) tend to be more susceptible to the McGurk effect (see Cienkowski & Carney, 2002 for
evidence that McGurk susceptibility is unrelated to the ability to lipread sentences). Building on this
research, the Perception Lab recently published a study showing that although the ability to lipread
consonants and extract place of articulation information from the visual signal are moderately correlated
with McGurk susceptibility (replicating Julia’s previous study using a online sample from Amazon
Mechanical Turk), other cognitive and perceptual abilities that are commonly used in individual
differences studies (auditory perceptual gradiency, processing speed, inhibitory control, and working
memory capacity) are not related to susceptibility to the McGurk effect (Brown et al., 2018). Finally, our
lab has a Stage 1 Registered Report accepted at Attention, Perception, & Psychophysics (see the section
on Open Science for more on Registered Reports) that aims to determine whether processing McGurk
stimuli comes at an attentional cost. If we find that processing incongruent audiovisual speech is more
cognitively demanding than processing congruent audiovisual speech, this would add further support to
the claim that the McGurk effect is a poor measure of audiovisual integration.
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Although the lab has some recent publications examining the McGurk effect, most of the research
we conduct on audiovisual speech perception uses congruent audiovisual speech. For example, we know
that seeing a talking face improves speech recognition, but a study currently underway in the lab is
assessing how a talking face influences the amount of effort listeners must expend to recognize speech
(“LEAVIS”; see the next section for more on listening effort).
Another line of research we’re particularly excited about concerns which particular features of the
visual signal benefit speech perception. We know that fine phonetic detail (i.e., the type of information we
extract when we lipread) certainly contributes to speech recognition, but we mentioned above that
degraded stimuli like pointlight displays and blurry faces still benefit speech recognition, so fine phonetic
detail can’t be fully responsible for visual enhancement (i.e., they can’t be lipread). We reasoned that
since the area of the opening between the lips is associated with the amplitude of the speech (that is, the
mouth gets bigger when the speech gets louder; Grant & Seitz, 1998), maybe the visual signal also
provides the listener with important information about timing; indeed, it has been shown that visual
stimuli that lack fine phonetic detail but contain the temporal information present in a talking face (e.g., a
moving oval or rectangle) improve the detection of speech in noise (Bernstein et al., 2004; TyeMurray et
al., 2011). In a recently published study from our lab, we showed that a modulating circle that appears at
speech onset, disappears at offset, and gets larger and brighter as the speech gets louder does not improve
recognition of sentences (Experiment 1) or words (Experiment 2), but it does reduce the effort necessary
to do so (again, we’ll talk more about listening effort in the next section; Strand, Brown, & Barbour,
2018).
Listening Effort
In recent years, a growing body of research has attempted to quantify the cognitive resources
necessary to comprehend speech. This concept, known as “listening effort,” relies on the assumption that
humans possess a limited pool of resources that is shared across cognitive domains (Kahneman, 1973;
Pashler, 1994; see PichoraFuller et al., 2016 for a review). Thus, if more resources are devoted to one
task, fewer resources remain to simultaneously complete other tasks, even when the two tasks are
unrelated (BourlandHicks & Tharpe, 2002; Desjardins & Doherty, 2013; Downs, 1982; Fraser, Gagné,
Alepins, & Dubois, 2010; Strand, Brown, Merchant, Brown, & Smith, 2018). There are many ways to
quantify listening effort, but perhaps the most intuitive is the dualtask paradigm because it directly
capitalizes on the assumption of a limitedcapacity system (Gagné, Besser, & Lemke, 2017; Gosselin &
Gagné, 2011b; McGarrigle et al., 2014; Picou & Ricketts, 2014; Strand, Brown, & Barbour, 2018). In
these tasks, participants are asked to complete a primary task (usually speech recognition) on which they
should attempt the best performance possible while simultaneously completing a “secondary” task. As the
speech task becomes more difficult (e.g., higher levels of background noise), listeners must put more of
their resources into that task in order to maintain good performance, impairing their performance on the
secondary task. Thus, reaction time to the secondary task is typically taken as a measure of listening effort
such that slower reaction times indicate more effort.
Somewhat counterintuitively, it is possible—and indeed not uncommon—for a manipulation to
reduce listening effort without affecting speech recognition. Here’s an analogy. Imagine you and a friend
are driving down a country road in a familiar area during the daytime and no other cars are in sight. You
can probably complete the primary task (driving) with enough resources leftover to successfully hold a
conversation with your friend, and maybe even listen to the radio. However, if instead you are driving
with your friend in an unfamiliar city with lots of traffic, and you’re tired from 10 hours of driving, and
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it’s nighttime, and it’s raining, and your GPS is broken (full disclosure: this may not just be a hypothetical
situation), the primary task is using up all of your cognitive resources, so you don’t have enough
resources to also talk to your friend and listen to the radio.1 In both the easy and the difficult driving
situation, you can successfully complete the driving task; that is, you can get to where you need to be
without getting into an accident. But one situation is clearly more difficult, so if we wanted to quantify
this difficulty, performance on the primary task wouldn’t be the best way to do it. Instead, a more
sensitive way to measure cognitive demand would be to look at performance on the secondary task; this is
why dualtask paradigms are so useful.
This dichotomy between accuracy and effort is clearly illustrated in the case of noisereduction
algorithms in hearing aids. Despite their widespread use, many studies have demonstrated that hearing
aids do not actually improve speech recognition in noise, but they substantially reduce listening effort
(Desjardins & Doherty, 2014; Sarampalis, Kalluri, Edwards, & Hafter, 2009). In the driving analogy, this
would be like turning on the GPS in the difficult citydriving situation. You can get to where you need to
be without getting into an accident whether or not the GPS is working, but having the GPS (or hearing
aid) makes the driving (or speech) task a lot easier, leaving more resources available to hold a
conversation with your friend in the passenger seat (or complete a simultaneous cognitive task). Thus, it is
possible for a manipulation to reduce listening effort without affecting speech recognition.
Although dualtask paradigms are probably the most commonly used measure of listening effort,
this is just one of many ways of operationalizing the construct (and there are many different instantiations
of dualtask paradigms; see Strand, Brown, Merchant, et al., 2018 for a review). Listening effort measures
can roughly be divided into three broad categories: behavioral, physiological, and subjective (Strand,
Brown, Merchant, et al., 2018). Along with dualtask paradigms, recall paradigms fall into the behavioral
category (for examples of studies using a recall paradigm, see Mishra, Lunner, Stenfelt, Rönnberg, &
Rudner, 2013a, 2013b; Ng, Rudner, Lunner, Pedersen, & Rönnberg, 2013; PichoraFuller, Schneider, &
Daneman, 1995; Picou, Ricketts, & Hornsby, 2011; Rabbitt, 1968; Sommers & Phelps, 2016). The logic
behind recall measures of listening effort is similar to that behind dualtask paradigms—if the listening
conditions are more difficult during encoding, fewer resources remain to process the speech and commit it
to memory, so worse recall is expected when the listening conditions during encoding are more difficult.
Note that difficulty during encoding need not arise from background noise. Indeed, increased listening
effort has been shown for speech produced conversationally relative to clearly (Van Engen,
Chandrasekaran, & Smiljanic, 2012), for speech produced by a nonnative relative to a native talker
(Adank, Evans, StuartSmith, & Scott, 2009), and for individuals with hearing loss relative to normal
hearing (McCoy et al., 2005; Rabbitt, 1991). See Mattys, Davis, Bradlow, and Scott (2012) for an
excellent review of speech perception in various types of adverse listening conditions.
The most commonly used physiological measure of listening effort is pupillometry, in which
pupil dilation is measured over time and greater pupil dilation is assumed to indicate more effort (e.g.,
Beatty, 1982; Koelewijn, Zekveld, Festen, & Kramer, 2012; Kuchinsky et al., 2014; Winn, Edwards, &
Litovsky, 2015; Zekveld, Heslenfeld, Johnsrude, Versfeld, & Kramer, 2014; Zekveld & Kramer, 2014).
1

This is also why texting or talking on the phone while driving (even with a handsfree device) is so dangerous. Those tasks
effectively become the primary task, and they use up enough of your limited resources that you don’t have sufficient resources to
complete the driving task at the level you would if it was the primary task. Note that we typically take reaction time to the
secondary task as a measure of effort; this is because accuracy may be unaffected unless both tasks are extremely difficult. But in
the case of driving, if your reaction time is impaired, this has really serious consequences. PSA: Don’t text and drive; make sure
driving is the primary task #KeepDrivingPrimary.
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Listening effort has also been measured using heart rate variability (Mackersie & Cones, 2011; Seeman &
Sims, 2015), skin conductance (Seeman & Sims, 2015), and electromyographic activity in facial muscles
(Mackersie & Cones, 2011). Neural markers of listening effort have also been identified (Peelle, 2017).
Finally, subjective measures typically involve participants selfreporting perceived listening difficulty,
accuracy, or frustration (e.g., see Hällgren, Larsby, Lyxell, & Arlinger, 2005; Hart & Staveland, 1988;
Johnson, Xu, Cox, & Pendergraft, 2015; Koelewijn, de Kluiver, ShinnCunningham, Zekveld, & Kramer,
2015; Larsby, Hällgren, Lyxell, & Arlinger, 2005; Seeman & Sims, 2015). It is important to note that
selfreport measures of listening effort should be used with caution because they tend to be correlated
with accuracy at the speech task but not with objective measures of listening effort (Downs & Crum,
1978; Feuerstein, 1992; Johnson et al., 2015; Seeman & Sims, 2015; Strand, Brown, Merchant, et al.,
2018), which is problematic given the dichotomy between accuracy and effort described above.
The Perception Lab's research
Just as noisereduction algorithms in hearing aids reduce listening effort without improving
speech recognition, a study published recently by the lab demonstrated that a modulating circle that
contains important information about the timing of the acoustic speech has no effect on word or sentence
recognition (see also Schwartz, Berthommier, & Savariaux, 2004; Summerfield, 1979), but substantially
reduces listening effort (Strand, Brown, & Barbour, 2018). This is a really exciting finding because it
could have important clinical applications—this type of research could inform the development of a
mobile application that actively generates a modulating circle to accompany auditory speech that lacks a
corresponding visual signal (like radio, podcasts, audiobooks, some telephone calls, or even longdistance
Skype calls where the talking face is so out of sync that seeing the talker is actually more distracting than
helpful). Such an application may be particularly beneficial for individuals for whom speech recognition
is particularly difficult, like those with hearing loss or older adults, who often have hearing loss as well as
moderately impaired cognitive abilities. To test the robustness of this effect in other populations, we are
planning a followup study to be conducted at Washington University in St. Louis that will be replicate
this study in a population of older adults. We are also planning followup studies using different types of
noise (informational versus energetic masking; see the section on masking below), signaltonoise ratios
(easy versus difficult), paradigms (dualtask versus recall), speech stimuli (words, isolated sentences, and
continuous speech), and visual stimuli (modulating, onset information only, unreliable timing information,
talking face, etc.). This type of project is likely to be a major area of research in the Perception Lab for
years to come, so stay tuned for more exciting findings!
I mentioned above that one of the followup studies we’re planning involves using different
paradigms to quantify listening effort. It turns out that there’s very little consistency in the literature in
how listening effort is measured, so in an attempt to shed some light on the validity of these various
measures of listening effort, the lab conducted a largescale validation study with seven measures of
listening effort (in both an easy and a difficult listening level), five measures of cognitive ability working
memory capacity, updating ability (a subcomponent of working memory), processing speed, inhibitory
control, and linguistic closure), and two personality measures (extraversion and sensory processing
sensitivity; Strand, Brown, Merchant, et al., 2018). Results showed that intercorrelations among measures
of listening effort were relatively low, suggesting that these common measures may not be tapping into
the same underlying construct.
Another study conducted in the lab built on this research by selecting one of the listening effort
measures (a dualtask paradigm) and one of the cognitive measures (a measure of working memory
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capacity) and examining their relationship across a wide range of signaltonoise ratios (Brown & Strand,
2018). Results showed that although more listening effort was expended in more difficult listening
conditions (replicating a robust finding in the literature), these results were unaffected by participants’
working memory capacities. Together with the results of Strand et al. (2018), this suggests that the
relationship between listening effort and cognitive ability depends on the particular measures the
researchers use.
As we dug into the listening effort literature more, we realized that the findings regarding
listening effort for audiovisual speech were contradictory; some studies have found that audiovisual
speech increases listening effort (Alsius et al., 2005, 2007; Fraser et al., 2010; Gosselin & Gagné, 2011a),
and others have found that it decreases listening effort (Mishra et al., 2013b; Sommers & Phelps, 2016).
We figured that these discrepant findings might be attributable to the various paradigms and task demands
prevalent in the literature. Thus, in a study currently underway in the lab, we are assessing listening effort
using a recall paradigm and a dualtask paradigm in both easy and difficult listening conditions
(LEAVIS). We expect that processing audiovisual speech comes at a cost (especially when the audiovisual
speech is incongruent; we look at this directly in our Registered Report), but in difficult listening
situations, this cost is offset by the beneficial effects of complementary visual information. Further, we
hypothesize that when listening effort is quantified using a recall paradigm, we will see a reduction in
listening effort across SNRs as a result of dualcode theory (check out the LEAVIS manuscript for more
on this), but this will not be the case when we use a dualtask paradigm.
Contextual cues
Another area of speech perception research that has received considerable attention is research on
how contextual cues affect sentence processing. A commonly used method of assessing realtime
activation of lexical competitors in constraining contexts is the Visual World Paradigm (VWP). In this
technique, participants are typically presented a grid of images with a corresponding aurallypresented
sentence, and their eye movements are monitored as the sentence unfolds. The idea is that eye fixations
represent lexical activation; that is, the images that people are looking at on the screen indicate which
words are active in their mental lexicons (Tanenhaus, SpiveyKnowlton, Eberhard, & Sedivy, 1995). One
type of context that has been studied using the VWP is pragmatic context. For example, one study showed
that participants only consider nearby items when helping a researcher with a cooking task (i.e., not those
located near the researcher), but when the researcher’s hands are full, participants expand the items they
consider to include those within reach of the researcher (Hanna & Tanenhaus, 2004). This suggests that
participants attended to the pragmatic cue that the researcher would only ask to be handed objects within
their reach if their hands were full. Similarly, another study demonstrated that participants differentially
interpreted sentences containing temporary syntactic ambiguities (e.g., “Pour the egg in the bowl over the
flour”) depending on the situational context (e.g., whether one or two eggs are in liquid form; C. G.
Chambers, Tanenhaus, & Magnuson, 2004).
Listeners also utilize semantic context in speech processing; this is the type of sentential context
in which the meaning of the sentence constrains the set of possible alternatives for the target word. For
example, given the semantic context provided by the beginning of the sentence “the mouse ate the…”
listeners can predict the target word “cheese.” VWP studies assessing the effects of semantic context on
lexical activation usually contain four images: a target (e.g., bucket), a competitor (e.g., buckle), and two
phonologically unrelated distractors (e.g., window and orange). In the absence of semantic context (e.g.,
the sentence “click on the bucket”), the typical pattern of eye movements is that at the onset of the target
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word, fixations to both the target and competitor (bucket and buckle) rapidly rise, and fixations to the
distractors fall off. When the target becomes disambiguated from the competitor, fixations to the target
continue to rise and fixations to the competitor fall. When the sentence is semantically constraining,
however (e.g., “empty the bucket”), fixations to the competitor are significantly reduced, suggesting that
semantic context affects online sentence processing (Barr, 2008).
One benefit of the VWP is that it illustrates activation of words as a sentences unfolds, which can
provide unique insights into the complex interplay between bottomup (e.g., lowlevel speech sounds) and
topdown (e.g., contextual cues) influences on speech perception. For example, in one study using the
VWP, researchers presented participants with semantically constraining and unconstraining sentences, and
showed that semantic context reduced activation of cohort competitors to the level of the distractors
(Dahan & Tanenhaus, 2004). However, in a follow up experiment the researchers included a
crosssplicing manipulation in which the beginning of the cohort competitor was combined with the end
of the target word such that there was more bottomup acousticphonetic support for the cohort
competitor. Previous research using a similar crosssplicing manipulation has demonstrated that listeners
are quite sensitive to these subphonemic cues (e.g., the “ham” part of “hamster” sounds different than
“ham” in the monosyllabic word “ham”; Salverda, Dahan, & McQueen, 2003). In this way, the
researchers pitted topdown contextual influences against bottomup sensory influences; that is, the
semantic context provided more support for the target word, but the acousticphonetic input provided
more support for the cohort competitor. Results of this experiment demonstrated that although semantic
context reduced activation of the the competitor (relative to the neutral condition, which did not bias
listeners to expect the target prior to word onset), activation was not reduced to the level of the distractors.
This suggests that semantic context reduces but does not eliminate activation of semantically
inappropriate lexical competitors.
Conceptually similar results have been demonstrated using a word frequency manipulation rather
than crosssplicing (Weber & Crocker, 2012). In this experiment, the researchers selected
targetcompetitor pairs of German words in which the competitor always had a higher frequency of
occurrence in the language relative to the target word (e.g., target = Bluse, competitor = Blume) . Given
that higher frequency words tend to be activated to a greater extent than lower frequency words (Dahan,
Magnuson, & Tanenhaus, 2001), it was expected that this manipulation would result in competitor
activation even in the presence of constraining semantic context. Results were consistent with this
hypothesis; semantic context reduced but did not eliminate activation of the unexpected competitor.
VWP research has also demonstrated that not only does semantic context affect online activation
of targets and competitors, but it also allows listeners to anticipate upcoming referents. For example, one
study presented participants with VWP displays containing pictures of a white cake, a brown cake, a
white car, and a brown car, along with a sentence like “the boy will eat the white cake” (Kukona, Cho,
Magnuson, & Tabor, 2014). After hearing the verb “eat,” fixations rose to the semantically congruent
“white cake” and “brown cake.” However, at the onset of the adjective “white,” fixations to the
phonologically inconsistent “brown cake” fell, and fixations to the phonologically consistent (but
semantically inappropriate) “white car” rose. These results suggest that listeners can quickly make use of
semantic context to anticipate upcoming referents, but remain sensitive to the bottomup input despite
poor semantic fit. The idea that bottomup and topdown information are integrated immediately and
continuously is referred to as continuous integration. The results discussed in this and the preceding
paragraph are consistent with this view, because they demonstrate that listeners utilize both bottomup and
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topdown information throughout sentence processing, and never completely ignore one type of
information. For examples of studies supporting strictly bottomup accounts of contextual integration
(known as exhaustive access, multiple access, or accessselection models), see MarslenWilson (1987;
1989) and Zwitserlood (1989). For examples of studies supporting the other extreme, in which context
complete eliminates activation of incompatible competitors (known as restrictive access models), see
Glucksberg, Kreuz, and Rho (1986), Shillcock and Bard (1993), Simpson (1981), and Tabossi (1988).
Another type of context that listeners regularly use during continuous speech processing is
grammatical context, which concerns how the syntax or grammatical structure of the language constrains
activation of upcoming words. For example, upon hearing the phrase “they thought about the…” listeners
expect the final word to be a noun rather than a verb. In a recent study, Fox and Blumstein (2016)
presented participants with words beginning with an ambiguous phoneme falling between /b/ and /p/ such
that the resulting word would be classified as a noun if participants perceived one of the phonemes (e.g.,
“bay”) and a verb if they perceived the other phoneme (e.g., “pay”). These words were embedded in
grammatical contexts that either biased listeners to expect a noun (e.g., “they thought about the *ay”) or a
verb (e.g., “they began to *ay”). Results demonstrated that even in the earliest moments of processing,
listeners tended to perceive the ambiguous word as consistent with the preceding grammatical context,
suggesting that listeners quickly make use of grammatical context in sentence processing.
Other research has shown that listeners are faster to indicate whether a string of letters is a word
or a nonword (this is a commonly used task in spoken word recognition research called the lexical
decision task) when they have access to grammatical cues in the form of a gender marked determiner
(Colé & Segui, 1994; Jakubowicz & Faussart, 1998) or adjective (Gurjanov, Lukatela, Lukatela, Savić, &
Turvey, 1985). Further, listeners can make use of the fact that nouns tend to sound nounlike and verbs
tend to sound verblike in online sentence processing (Dikker, Rabagliati, Farmer, & Pylkkänen, 2010;
Farmer, Christiansen, & Monaghan, 2006). Taken together, these results suggest that grammatical context
can activate lexical candidates that are consistent with the preceding context (or perhaps inhibit those that
are incompatible with the context).
There also exists a relatively small body of VWP research assessing the effects of grammatical
context on speech recognition. In one study, Dahan and colleagues (2000) presented French participants
with sentences containing words that required the gendermarked determiner “le” (masculine) or “la”
(feminine). In critical trials, the VWP display contained images representing the target (e.g., “le bouton”),
a competitor that required the opposite gendermarked determiner (e.g., “la bouteille”), and two
phonologically unrelated distractors. Results demonstrated that grammatical context eliminated activation
of the lexical competitor with the inconsistent grammatical gender; that is, activation of the competitor
did not differ from activation of the distractors (see also Magnuson, Tanenhaus, & Aslin, 2008). Recall
that studies assessing semantic context effects have tended to show that context reduces but does not
eliminate activation of semantically inconsistent competitors, so it may be that listeners use grammatical
context more restrictively than they use semantic context. However, until recently, no study had attempted
to employ a crosssplicing or frequency manipulation for grammatical context, as has been done for
semantic context (Dahan & Tanenhaus, 2004; Weber & Crocker, 2012), to determine whether the context
actually eliminated activation of the inconsistent competitor or simply reduced it such that the low levels
of activation could not be distinguished from that of the distractors.

https://docs.google.com/document/d/1x2DzIMWuUXGD6cD0o5T3761WOufkMmMKea6x8VhVIQ8/edit

15/47

2/3/2019

***Perception Lab Crash Course - Google Docs

16

The Perception Lab's research
To assess whether residual activation remains for grammatically inconsistent cohort competitors,
we employed a crosssplicing manipulation akin to that used by Dahan and Tanenhaus for semantic
context (2004). This work was also building on prior work from the lab showing that words with more
competitors of the opposite grammatical class (that is, nouns that sound like a lot of verbs, or vice versa)
benefit more from the addition of grammatical context than those with more competitors of the same
grammatical class (that is, nouns that sound like a lot of nouns or verbs that sound like a lot of verbs;
Strand, Simenstad, Cooperman, & Rowe, 2014). In our followup eyetracking study, we presented
participants with VWP displays paired with sentences that were either nounbiasing (e.g., “they thought
about the…”), verbbiasing (e.g., “they began to…”), or neutral (e.g., “the word is…”). In critical trials,
the displays contained a target (e.g., “rug”), a cohort competitor of the opposite grammatical class (e.g.,
“run”), and two phonologically unrelated distractors, one of which was a noun and one of which was a
verb (e.g., “pray” and “bench”). In crossspliced trials, the beginning of the competitor was attached to the
end of the target such that there was more bottomup support for the competitor. In identityspliced trials
(which were included to ensure that any observed effects could not be attributable to the splicing process
itself), the beginning of one token of the target word was combined with the end of another token of that
same target word. See Table 1 for examples of how these trials were constructed.
Table 1 (taken from Strand, Brown, Brown, & Berg, 2017).

Results showed that in the absence of grammatical context, fixations to the target and competitor
steadily rose until the disambiguation point, consistent with typical VWP results (though there were more
fixations to the competitor in crossspliced relative to identityspliced trials, indicating that the
crosssplicing manipulation worked). However, in grammatically constrained trials, fixations to the
grammatically inconsistent competitor were reduced to the level of distractors in the identityspliced
condition, but were elevated above the level of the distractors in the crossspliced condition (see Figure
2). These results suggest that although grammatical context is highly constraining, listeners remain
sensitive to the bottomup input, just as they do with semantic context.
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Figure 2. Proportion of fixations to targets (solid lines), competitors (dashed lines) and distractors (dotted
lines). Black lines show identityspliced (IS) stimuli and gray lines show crossspliced (conditional
stimulus; CS) stimuli. Shaded regions represent 95% confidence intervals. This figure is taken from
Strand, Brown, Brown, & Berg (2017).
Interestingly, one study showed that listeners do not make rapid use of grammatical number in
online sentence processing (Riordan, Dye, & Jones, 2015). The authors claim that grammatical number
may have lower cue validity than other types of grammatical context. That is, there are so many examples
of violations of grammatical number rules in English (e.g., “there is a…” could be followed by “…group
of ducks,” which is plural despite the preceding context suggesting that a singular noun would follow;
mass nouns like in the sentence “where is the luggage?”; singular nouns that are pluralized, like “where
are the pants?”) that grammatical number is consequently not very predictive of upcoming words. As a
result, listeners put less weight on this type of grammatical context in online sentence processing
compared to more highly restrictive types of grammatical context (like the word “to” preceding verbs and
the word “the” preceding nouns).
However, we don’t buy this argument and the results of this study. For starters, other types of
grammatical rules are frequently violated in English (e.g., the word after “the” does not have to be a noun,
it is often an adjective), so it is not necessarily the case that numerical context is inherently less predictive
than other types of context. Even if it is less predictive, there are certainly fewer examples of irregular
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plurals than regular plurals, so listeners would learn that this cue is helpful most of the time and use it to
facilitate the processing of continuous speech. Further, in the context of their study, grammatical number
had extremely high cue validity, because this study did not include any irregular plurals. Given that
listeners rely more heavily on grammatical cues when they are highly informative, and begin to ignore
grammatical cues when there are many grammatical violations (Coulson, King, & Kutas, 1998), listeners
can clearly adjust the extent to which they rely on grammatical cues, and would therefore put more weight
on grammatical number in the context of this experiment. Finally, and most importantly, there are
numerous methodological and analytical flaws with this study that we hope to address in a study we are
designing with our new collaborator Neal Fox (of Fox & Blumstein, 2016, the “bay/pay” study).
We are planning to conduct a VWP experiment in which participants are presented with
numerical context indicating that the target word will be either singular or plural while viewing displays
containing a target (e.g., “hammocks”), a numerically inconsistent competitor (e.g., “hammer”), a
numerically consistent but phonologically unrelated lure (e.g., “beakers”), and a numerically inconsistent
phonologically unrelated distractor (e.g., “beetle”). We predict that listeners will show anticipatory eye
movements to grammatically consistent words (e.g., “hammocks” and “beakers”) before target onset, and
that grammatical number will reduce but not eliminate activation of the numerically inconsistent cohort
competitor (i.e., we expect to see brief fixations to “hammer” after the onset of the target, even though the
preceding context biased the target word to be plural).
Masking
In many speech perception experiments, syllables, words, or sentences are presented in varying
levels of background noise. Though this seems straightforward, there are several factors that researchers
must consider when presenting speech in noise. There are two main classes of masking: energetic
masking and informational masking (Brungart, 2001; Brungart, Simpson, Ericson, & Scott, 2001;
Freyman, Balakrishnan, & Helfer, 2001, 2004; Freyman, Helfer, McCall, & Clifton, 1999). Energetic
masking is the type of masking that you are probably thinking of when you think about background noise.
It occurs when the target speech and the masker have simultaneous overlapping frequency bands, so the
speech is rendered inaudible at the level of the auditory periphery. In other words, energetic masking is
attributable to lowlevel sensory interference. In contrast, informational masking impairs recognition of
the target speech by dividing attention, and is therefore attributable to highlevel cognitive interference.
Although any distraction can theoretically result in informational masking, this type of masking typically
refers to speechonspeech masking, in which it is difficult to segregate the speech streams into discrete
perceptual objects (Bregman, 1990; note that there is some degree of energetic masking in these situations
as well).
A large body of work suggests that spatially separating the target and masker substantially
improves speech recognition. Although spatial release from masking occurs for energetic maskers, the
effect is larger for informational maskers (Freyman et al., 1999; Kidd, Mason, Rohtla, & Deliwala, 1998),
suggesting that aside from improving the signaltonoise ratio in the ear contralateral to the masker
(Bronkhorst, 2000; Freyman et al., 1999), spatial separation makes it easier for the listener to determine
which stream is the target and which is the masker. Other research has demonstrated that release from
masking can be achieved by reducing the perceptual similarity between the target and the masker. For
example, listeners can recognize speech more accurately when the masker is a different gender than the
target (Brungart, 2001; Brungart et al., 2001; Festen & Plomp, 1990). In another really neat demonstration
of the effect of perceptual similarity on the extent of informational masking, Calandruccio, Brouwer, Van
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Engen, Dhar, and Bradlow (2013) showed that native English speakers experience more masking in
English compared to Dutch background babble, but experience more masking in Dutch than Mandarin
babble. Even though none of the participants could speak Dutch, the perceptual similarity between Dutch
and English produced informational masking, and the lack of perceptual similarity between Mandarin and
English reduced the influence of informational masking (see also Brouwer, Van Engen, Calandruccio, &
Bradlow, 2012; Van Engen, 2010; Van Engen & Bradlow, 2007).
The Perception Lab's research
Another really interesting finding related to informational masking is that people tend to be worse
at lipreading in the presence of background babble (i.e., informational masking) than they are in the
presence of speechshaped noise (i.e., energetic masking; Myerson et al., 2016). Combining this finding
with the finding that Dutch babble impairs recognition of English sentences to a greater extent than
Mandarin babble (Calandruccio et al., 2013), we are planning on conducting a study to determine whether
Dutch babble impairs lipreading performance more than Mandarin babble. This project is in the very early
planning stages, but we are hoping to write it up and submit it as a Registered Report (see the Open
Science section). Stay tuned!
In general, increasing the level of the background noise impairs speech recognition. However, this
is not always the case; it has been shown that an informational masker presented at the same level as the
target speech may impair recognition to a greater extent than the same masker presented at a louder level
(Brungart, 2001). The idea is that when the masker is presented at a noticeably louder level, it makes it
easier to perceptually segregate the target and the masker. In a study currently underway at Washington
University in St. Louis, we’re trying to determine whether adding an energetic masker to an informational
masker can improve intelligibility of the target speech. Despite an overall increase in the level of the
background noise, if the energetic masker can selectively mask the informational masker, this could
reduce the extent to which it divides the listener’s attention, thereby improving intelligibility. To ensure
that the energetic masker selectively masks the informational masker rather than the target, the target and
maskers come from different loudspeakers that are spatially separated by approximately 60°, and the
energetic masker matches the longterm average spectrum of the twotalker babble.
Another maskingrelated experiment we’re conducting is a follow up to Strand, Brown, and
Barbour (2018; see the “Listening Effort” section), in which we demonstrated that an abstract visual
stimulus that lacks the fine phonetic detail provided by a talking face has no effect on speech recognition,
but substantially reduces listening effort. In that study, the speech was presented in twotalker babble—an
informational masker. Given that the primary difficulty imposed by informational masking is stream
segregation, which involves highlevel cognitive processing, it may be that if our study had been
conducted in steadystate noise (an energetic masker), the modulating circle would not have reduced
listening effort. That is, if the difficulty of the task is instead attributable to lowlevel sensory interference,
the modulating circle, which enhances attention but does not improve intelligibility, may not make the
task easier. To test this possibility, we will replicate our previous study using an energetic rather than an
informational masker, and we will use two different levels of listening difficulty.
Accented Speech
One of the primary challenges listeners face when recognizing speech in everyday listening
situations is that speech usually occurs in background noise. According to the EaseofLanguage
Understanding (ELU) model (Rönnberg, 2003; Rönnberg et al., 2013; Rönnberg, Rudner, Foo, & Lunner,
2008), background noise increases the degree of mismatch between the acousticphonetic input and
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representations of words stored in memory, which impairs recognition and increases listening effort.
However, another situation in which the acoustic input may differ from lexical representations is when the
speech is produced by a nonnative talker. Accented speech, like background noise, results in mismatches
between what is heard and what is expected based on previous experience, which reduces intelligibility
and may increase listening effort (Van Engen & Peelle, 2014).
It has been shown that although listeners initially process accented speech less accurately and
more slowly than native speech, listeners quickly adapt to nonnative accented speech (often within two
to four sentences) such that their performance at recognizing accented speech matches that for native
speech (Clarke & Garrett, 2004). One possible explanation for how perceptual adaptation occurs is that
prior to adaptation, the incoming speech sounds do not match stored representations of phonemes in
memory (e.g., the Spanish “pa” and English “pa” are slightly different; Ju & Luce, 2004), which may
cause the word recognition system to essentially backtrack to correct its mistakes (this is what the ELU
model posits). It may be that perceptual adaptation improves recognition by adjusting how speech sounds
are mapped onto phonemes, allowing listeners to identify previously ambiguous sounds as members of a
specific phoneme category. This may also explain the “talker familiarity effect”—the finding that listeners
tend to be better at recognizing speech produced by familiar talkers relative to unfamiliar talkers (e.g.,
Bradlow, Nygaard, & Pisoni, 1999; Mullennix, Pisoni, & Martin, 1989; Nygaard & Pisoni, 1998;
Nygaard, Sommers, & Pisoni, 1994).
Not only are listeners able to adapt to a single talker’s idiosyncratic speech style (whether it
constitutes an accent or not), but they are also able to adapt to accents independent of the talker. In one
study, participants were exposed to speech produced by five different Chineseaccented speakers, and
were later asked to recognize speech produced by a sixth Chineseaccented speaker. Crucially,
participants had not been exposed to this specific talker in the training phase, but had been exposed to the
accent. Results showed that participants recognized speech produced by the novel Chineseaccented talker
more accurately after being exposed to five Chineseaccented talkers than (1) a single Chineseaccented
talker whose voice had not been presented in the training phase (2) five American Englishaccented
talkers and (3) a condition in which participants received no training. They also recognized speech
produced by a Chineseaccented talker more accurately than speech produced by a Slovakianaccented
talker. Further after training on five Chineseaccented talkers, participants performed just as well during
the test phase with a sixth Chineseaccented talker as they did when they were trained on the exact talker
whose speech they had heard in the test phase (Bradlow & Bent, 2008). Similar results have been shown
with different stimulus materials and multiple talkers during the test phase (Sidaras, Alexander, &
Nygaard, 2009). Thus, it appears that listeners can attend to regularities within an accent that are
independent of the specific talker, and quickly adjust their phoneme phoneme categories to improve their
ability to recognize speech produced by a novel talker with the same accent.
Finally, it has been shown that if listeners are exposed to five different accents during a training
phase, they recognize speech produced by a talker with a novel accent (i.e., a sixth accent that they had
not been exposed to during training) more accurately than if they were exposed to a single accent during
the training phase (whether native Englishaccented or Mandarinaccented; BaeseBerk, Bradlow, &
Wright, 2013). The authors propose that when individuals are exposed to multiple accents, they become
attuned to the commonalities across accents, as well as the ways in which these accents systematically
vary from American Englishaccented speech. Thus, listeners generalize this systematic variability to
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other accents, improving their ability to recognize speech produced in an accent to which they had not
been exposed.
The Perception Lab's research
The Perception Lab currently does not have any published studies related to accented speech, but
we are planning on submitting a Registered Report with collaborators at Washington University in St.
Louis (Violet Brown, Drew McLaughlin, and Kristin Van Engen) assessing whether nonnative accented
speech requires more listening effort than native accented speech, and whether adapting to accented
speech reduces listening effort, even when the speech is fully intelligible before adaptation. This study
will use both pupillometry and a dualtask paradigm to quantify listening effort. We expect that even
when benefits in recognition cannot be observed because performance is at ceilinglevel to begin with,
perceptual adaptation to accented speech will still occur and will be observable at the level of listening
effort. We hypothesize that when recognizing speech, participants will expend less listening effort
(smaller pupil dilation and faster reaction times to the secondary task) following exposure to nonnative
than native accented speech. This project is early in the planning stages, so stay tuned!
Aging
The Perception Lab hasn’t done any research on older adults, so I won’t go into much detail in
this section, but it’s worth mentioning some of the ways in which aging affects speech perception.
Agerelated hearing loss (presbycusis) is quite common in older adults (e.g., Sommers et al., 2011;
Wingfield, Tun, & McCoy, 2005), which certainly affects their ability to recognize speech. However, the
difficulties faced by older adults in noisy listening situations extend beyond elevated hearing thresholds.
Older adults have impaired cognitive abilities relative to young adults, including slower processing speeds
(Desjardins & Doherty, 2013; Feld & Sommers, 2009), impaired inhibitory control (Dey & Sommers,
2015; Sommers & Danielson, 1999), and smaller working memory capacities (Desjardins & Doherty,
2013; Feld & Sommers, 2009). Perhaps as a result of these impairments, older adults have greater
difficulty with speech comprehension (Sommers et al., 2011; Ward, Rogers, Van Engen, & Peelle, 2016),
are more affected by neighborhood density (Sommers, 1996), and expend more listening effort relative to
young adults (Desjardins & Doherty, 2013; Gosselin & Gagné, 2011a, 2011b; Tun, McCoy, & Wingfield,
2009).
Older adults are also worse lipreaders than young adults (Cienkowski & Carney, 2002; Feld &
Sommers, 2009; Sommers et al., 2005; Spehar, TyeMurray, & Sommers, 2004; TyeMurray, Sommers, &
Spehar, 2007c). As a result of their impaired auditoryonly and visualonly speech recognition abilities,
older adults also show poorer audiovisual speech recognition compared to young adults (Sommers et al.,
2005). However, the extent to which older adults benefit from the addition of the visual signal does not
differ from that of young adults (Sommers et al., 2005; TyeMurray et al., 2016), suggesting that
unimodal speech perception abilities can fully account for individual differences in audiovisual speech
perception, and individuals do not differ in the extent to which they receive visual benefit. Despite
impaired abilities in many cognitive domains, it appears that vocabulary knowledge is preserved well into
older adulthood—older adults have larger vocabularies than young adults (Salthouse, 2009, 2014)
The Perception Lab's research
In a study assessing potential perceptual and cognitive correlates of lipreading ability in older and
younger adults, Julia and her PhD mentor Mitch Sommers showed that older adults are worse lipreaders
than young adults, and that spatial working memory and processing speed are related to lipreading ability
in both age groups (Feld & Sommers, 2009). Although this is the only study she’s conducted on older
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adults, we’re currently designing a study replicating our recent Blinky Dot study (Strand, Brown, &
Barbour, 2018) in a population of older adults. Given that the participants in Strand et al. (2018) were
young adults with normal hearing, the speech task may have been sufficiently easy that it did not exhaust
their cognitive resources, even in the audioonly condition, so performance on the recognition task was
unaffected by the modulating circle. That is, young adults with normal hearing may have extracted all
phonetic information from the noisy acoustic signal that was possible to extract in the absence of
complementary visual phonetic detail; the modulating circle simply allowed this level of performance to
be attained with fewer cognitive resources. However, it remains to be seen whether this is true for older
adults, who have a reduced pool of cognitive resources relative to young adults. The same speech
recognition task may exhaust an older adult’s pool of cognitive resources in the audioonly but not
audiovisual condition, because the modulating circle “frees up” previously encumbered resources to
allocate to the speech task, thereby improving recognition in the audiovisual condition. The specific aim
of this study is to test this hypothesis by replicating Strand et al. (2018) with exactly the same stimuli and
analyses, but in a population of older adults (and a slightly easier signaltonoise ratio).
Open Science
P hacking, HARKing, and bias, oh my!
When you learned the scientific method in middle or even elementary school, you probably were
taught that the first few steps are to develop an interesting question, do some background research, and
come up with a testable hypothesis. You then conduct an experiment that can effectively test that
hypothesis, analyze the data, and communicate the results (detailing precisely how you got there). I
remember writing lab reports in my high school biology class, and one of the requirements of these
assignments was to write a method section with enough detail that someone else could conduct the
experiment based only on my description of the methods. In my experience, the workflow of a lab report
in high school always followed the scientific method. First, we came up with a topic with the helpful
guidance of an expert (the teacher). We then researched the topic and wrote an introduction including
clearly stated hypotheses, and wrote a method section outlining in painstaking detail exactly what we
would do. We then turned this into the teacher for grading, and the teacher provided suggestions about
things we may have missed in our background research and how to make the study better. We would then
conduct the study, analyze the data, and write up the results, regardless of the findings. We were even
encouraged to include a paragraph in the discussion explaining possible shortcomings with our
experiment and how future research could address these concerns (I’ve since learned that a good place to
start is to do data analysis with R rather than Excel).
This makes sense, right? If high schoolers can do it, surely professional scientists can do it. The
truth is that although they certainly can do it, unfortunately they often don’t. A more realistic depiction of
how many researchers use the “scientific method” is to come up with a question (good start), maybe come
up with a hunch about what they think will happen (still ok), conduct a study, and analyze the results in a
way that makes sense to them. This is all well and good, but say the results are trending in the direction
the researchers had expected, but aren’t quite significant (p = .07). The researchers are disappointed, but
after some thought, they decide that if the pvalue is that close to .05, the effect must be real. “Maybe the
effect is a little smaller than we’d originally thought,” they say to themselves, “so we’ll need a few more
participants to detect it. Another 10 participants will surely allow the true effect to emerge.” So the
researchers collect data from another 10 participants and analyze their data, sure that the results will be
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significant (p < .05). To their dismay, they find that the pvalue is now .055. That’s closer to the coveted p
< .05, but not quite there.
The researchers are stumped. They could collect more data, but that’s expensive, and the effect is
obviously there. “Look how close the pvalue is to .05! Anyone can see that more data would bump it
below .05, it seems so silly to waste our limited resources on collecting more data,” they think. They
decide to plot the data just to get a sense of what it’s looking like, and they notice that although most
participants are showing the expected pattern of results, two people are showing the opposite pattern. But
the opposite pattern of results makes no sense to the researchers; after all, the literature clearly supports
the predicted pattern, and the statistical analysis essentially does too. They realize that the only possible
explanation is that those two participants are outliers. They probably weren’t paying attention during the
task, or didn’t listen when they were given the instructions, so the fact that they happen to be showing the
opposite pattern of results is obviously a fluke. The researchers remove these two participants from the
dataset, without a trace, and reanalyze the data. This time p = .02, now that’s a publishable finding!
Now consider another hypothetical (but regrettably common) situation. A team of researchers
come up with an interesting question, do some research, and develop a hypothesis. They then conduct the
study and analyze the data, only to find that the results are significant but are completely inconsistent with
what they’d expected. After some discussion, they realize that these results actually make perfect sense,
they were just thinking about the question in the wrong way before. So they come up with a new
“hypothesis” and write up the manuscript with a beautifully crafted introduction that eloquently sets the
stage for readers to expect their results (they don’t want to confuse readers by mentioning their original
hypothesis).
The first situation, in which the researchers collected more data after looking at the results then
excluded “outliers,” is known as phacking. Note that the researchers may not have intended to massage
their data until the results became significant, yet these researcher degrees of freedom still influenced the
validity of their results (Simmons, Nelson, & Simonsohn, 2011). The problem is that it’s possible to
“publish ‘statistically significant’ evidence consistent with any hypothesis” (Simmons et al., 2011). Figure
4 (taken from Simmons et al., 2011) provides a compelling illustration of the problem with collecting
more data after looking at the results.
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Figure 4. Simulated data showing how pvalues change after every additional pair of observations
(Simmons et al., 2011).
Notice that in the simulation depicted in Figure 4, the pvalue drops below .05 when the sample
size is approximately 21 observations per condition, comes back above .05, drops again, then eventually
rises to well above the .05 threshold. If the researchers in the situation described above happened to look
at the data where the first arrow is pointing, the pvalue would have been around .07, and if they looked
again where the second arrow is point, the pvalue would have been even closer to .05. However, it is
clear that with a much larger sample size, the pvalue would not remain significant; that is, the low
pvalues they observed were random fluctuations in the pvalue as a function of sample size. Of course, it
may be the case that their results are actually consistent with a true effect, and more data would reveal a
significant effect. The problem is that we just don’t know, so peeking at data along the way without
having a prespecified sample size greatly influences Type I error rate (this means that there will be more
false positives; Simmons et al., 2011).
The second situation, in which the researchers changed their hypothesis after seeing the results, is
called Hypothesizing After the Results are Known (HARKing; Kerr, 1998). Many researchers see no
problem with HARKing, but to demonstrate its negative consequences, consider the commonlycited
analogy of the Texas sharpshooter (e.g., de Groot, 2014; Rubin, 2017; Wagenmakers, Wetzels, Borsboom,
van der Maas, & Kievit, 2012). In this analogy, a sharpshooter aims for the bullseye of a target drawn on a
wall but misses the target entirely, so they simply erase the original target and draw a new one around the
actual point of contact. Just as changing the location of the target gives spectators the false impression that
the shooter hit the target, HARKing has the potential to give consumers of science the false impression
that the experiment detected an effect that may in fact not exist—that is, HARKing increases the
probability of making a Type I error (a false positive).
HARKing and phacking are two types of Questionable Research Practices (QRPs; John,
Loewenstein, & Prelec, 2012). Why do people engage in these QRPs when we know they make false
positives much more likely (Simmons et al., 2011)? There are many answers to that question, but one is
undoubtedly publication bias—journals are much more likely to publish significant results (i.e., those
with pvalues below .05), so it is in researchers’ best interest to obtain results with pvalues below this
threshold (C. D. Chambers, 2017; Fanelli, 2010; Simonsohn, Nelson, & Simmons, 2014). Publication bias
is also problematic because it exacerbates the file drawer problem (Rosenthal, 1979), in which data from
studies with null results never make it into the scientific record. Another reason researchers may engage
in QRPs is that they believe in the effect they’re studying. In the first hypothetical situation described
above in which the researchers phacked, they did not do so with malicious intent; they simply believed in
their effect and wanted it to become what they saw as publishable (i.e., p < .05). QRPs are clearly
problematic throughout psychology and other scientific disciplines (Open Science Collaboration, 2015),
so what can we do about it?
Making better science
As I see it, the key to conducting good, replicable science is simple: just follow the scientific
method you learned in grade school, and be open and transparent along the way. If your results don’t
come out significant, that’s ok; it’s arguably just as important to know about interesting null results as it is
to know about significant effects (but be careful not to interpret null findings as evidence for the null;
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nonsignificant results simply indicate that you did not find sufficient evidence to claim that some effect is
present in the population of interest). Luckily this “credibility revolution” (Vazire, 2018) is in full force;
as we said in our (hopefully) soontobe published paper about conducting open, reproducible research
with undergraduates (CITE), the Open Science movement has led to:
“changes in statistical reporting guidelines in journals (Appelbaum et al., 2018), new
professional societies (e.g, Society for the Improvement of Psychological Science),
frameworks for posting materials, data, code, and manuscripts (e.g., Open Science
Framework, PsyArXiv), initiatives for sharing data and collaborating (e.g., Psych Science
Accelerator, Study Swap), and educational resources for teaching through replication
(e.g., Collaborative Replications and Education Project).”
One concrete step researchers can take towards improving scientific practices is preregistering
all hypothesisdriven experiments via a platform like the Open Science Framework. A preregistration is
essentially a timestamped document that outlines the research questions and analysis plan. This
document, once submitted, cannot be edited, therefore combatting HARKing and phacking by making it
really obvious to other researchers (and reviewers) when QRPs have occurred. There are several
preregistration templates researchers can choose from on the Open Science Framework, and the one we
typically use—the “As Predicted” template—is a simple form with eight optional questions. Importantly,
preregistration is “a plan not a prison” (DeHaven, 2017). If you decide to change your analysis plan or
add additional analyses later on, that’s totally acceptable provided that these details are transparently
reported in the manuscript. Preregistration simply makes it clear which analyses were confirmatory and
which were exploratory.
An alternative to the traditional publication format—in which an empirical paper is submitted for
peer review after data have been collected and analyses have been conducted—is called a Registered
Report (C. D. Chambers, 2013, 2017). In this publication format, researchers submit a paper with an
introduction as well as an extremely detailed method section and analysis plan for peer review before any
data have been collected. If the paper is accepted after this initial round of peer review, the journal agrees
to publish the results regardless of the findings. In doing so, Registered Reports completely eliminate
publication bias and the incentive to phack. You may notice that this publication format bears an uncanny
resemblance to the high school lab report process I described above; I came up with a research question,
researched the topic, wrote an introduction that outlined my hypotheses, wrote a method section in
sufficient detail that someone could reproduce my experiment based on my description alone, then
stopped and turned that into my teacher for suggestions. Upon her approval, I then conducted the study,
analyzed the data, wrote the results and discussion sections, then turned that paper into the same teacher.
This is a clear demonstration of the scientific method, and it seems like science should always work this
way. Indeed, when I have described the Registered Report process to naïve listeners, their reaction is
typically something like “Wait, isn’t that how it’s always done?” No, but it probably should be! We
recently had a Stage 1 Registered Reported accepted in principle, and experiencing this process firsthand
has made me realize that this is how science should be done.
Another concrete step you can take to improve scientific practices is to post all data, code, and
materials on the Open Science Framework after a study is complete. By being as transparent as possible,
you are demonstrating to other researchers that you have nothing to hide and they can trust your science.
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This practice also enables reviewers to check your code for any possible mistakes and provide helpful
suggestions for data analysis or visualization. Finally, it can help other researchers by providing a
template for how to perform a statistical analysis with which they may be unfamiliar, or enable them to
conduct a replication or extension of your work using the same analyses you used. If our goal as scientists
is to uncover truths about the world, we can only get there by being transparent about our predictions,
methods, and analyses; sharing our data, code, and materials for others to use freely; and collaborating
with others who are interested in the same types of questions that fascinate us. For examples of
preregistered projects and/or projects with open materials, data, and code, I have a bunch on my OSF
page you can check out.
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